
265BFAQ on the ethical and responsible use of AI as an academic technology
266B(This is a supplement to the BFA Academic Technologies Committee’s Guidelines on Ethical and Responsible Use of Artificial Intelligence as an Academic Technology.)

Why is it important to follow guidelines for the ethical and responsible use of AI?
· 14BResponsible AI use isn’t just about avoiding trouble—it’s about protecting your personal information, your learning, your future opportunities, and the integrity of the university community you’re part of.  
· 15BThe consequences are broader than academic misconduct—they touch on equity, research integrity, legal exposure, and public trust. 
· 16BAI is now embedded in scholarship, teaching, and administration. 
· 17BWhen guidelines are ignored, the university’s core commitments—academic and research excellence, equity, integrity and public trust—are directly threatened. 
· 18BThe risks are not hypothetical: they manifest in reputational damage, inequitable outcomes, lawsuits, and retractions that can take years to repair. 
What are the personal and/or institutional risks of failing to follow guidelines for the ethical and responsible use of AI?
Personal risks for faculty, students, and researchers:
1. 19BCompromised privacy 
· 20BPersonal data can be comprised by public AI use (including storing of login credentials) enabling: identity theft, data breaches, deepfakes and impersonation (e.g., scam calls, bypassing security measures), hyper-personalized phishing, profiling, and tracking.
2. 21B Legal and compliance exposure
· 26BUsing AI with human subject data, medical information, or confidential datasets outside approved protocols can break federal rules or violate contracts.
· 27BIt can also violate intellectual property rights, including accidental disclosure of unpublished findings, proprietary code, or confidential collaborations.
3. Academic and career impact
· 22BFailing an assignment, course, or even suspension when AI is used in ways your instructor hasn’t approved.
· 23BBeing less prepared for exams, future classes, internships and jobs when relying on AI to do the thinking for you (e.g., formulate ideas, synthesize information or other cognitive offloading), impacting learning and skill development opportunities.
4. 24BDamage to academic reputation or compromised career, if undisclosed AI use is detected by journals or conferences, or AI provides incorrect information, fake (hallucinated) citations, or fabricated data that is used leading to retractions, IRB violations, loss of funding, or other sponsor sanctions.25B
5. 28Ethical and interpersonal harms
· 29BAI can reinforce biases and discriminatory practices when used uncritically in grading, hiring, mentoring, or advising.
· 30BAI tools could harm research participants if they mishandle sensitive data or produce misleading interpretations.
6. 31BPersonal harms
· 32BCognitive offloading and lack of learning or skill development: Cognitive offloading refers to using an external tool to reduce mental effort or assist with thinking. 
· 33BSkill development: No matter our role, be it faculty, staff or student, learning a skill requires we experience some degree of difficulty to attain and integrate the skill. Not so much difficulty that progress is blocked, but enough to require productive struggle, or “desirable difficulty” (see Bjork, 1994). Utilizing AI can sometimes speed acquisition of a skill by helping a person get unstuck on a problem. However, it is the process of working through difficult problems (often, slowly) that can help with long-term retention of a skill, and make it more likely to be able to apply the skill in a future context. While AI can provide a resource for completing work more efficiently, it can also prevent us from engaging in deliberate practice and doing the hard work of learning and growth that can result in deep satisfaction and lifelong flourishing. 
· 34BMemory Consolidation (Learning): Use of generative AI has also been shown to disrupt the memory consolidation process and ability to learn. Relying on AI to do the thinking for you will lead to less learning, making you not only less prepared for exams, but also future classes, internships, and jobs.
· 35BAI sycophancy (flattery) can lead to AI hallucinations and user convictions of being right
· 36BMost AI tools are built to agree with you and follow your lead, so they treat whatever you ask as important, correct, and worth repeating - even when it isn’t - which may reinforce ideas even if they’re off-base and may amplify biases, personal traits or negative ideations (e.g., reinforce experiences of psychosis, violent behavior, and suicide ideation), and lead to rudeness in social interactions and skewed views of trustworthiness. Even people skeptical of AI can become influenced by AI tools’ flattery.
· 37BBBBecause some AI tools are designed to be sycophantic (people-pleasing), they can ignore errors in a user’s prompt and go on to hallucinate (make up) support for it, including fabricated citations, fake news, distorted facts, or inaccurate code. 
· AI tools can also provide inaccurate or dangerous medical advice, including wrong diagnoses or unsafe, inappropriate treatments, fail to recognize urgent, life-threatening symptoms, hallucinate and invent medical facts, treatments, or references, and lack empathy which is particularly detrimental in mental health support. 
· 39BConvictions of being right, lack of consideration for others’ views, and rudeness 
· 40BReceiving excessive approval and highly flattering feedback from AI tools can make users more certain of their own correctness during social interactions with people, more likely to be rude to those with different views, and less likely to apologize. 
· 41BPeople also tend to view AI tools that agree with them as more trustworthy than tools that took a tougher stance or were less flattering. This can lead to delusional spiralling, in which users become more and more confident in outlandish ideas.
· 42BEmotional Attachment: AI is rapidly becoming a stand-in for human-human connection. People seeking support and connection, including college-age learners, are sharing their most intimate thoughts, struggles, and dreams with AI tools, most of which are proprietary, unsecured, and monetized. In other words, the companies powering these AI products are collecting emotional data that can be used to generate revenue. Not only are AI companies making money from emotional dependence, but this dependence can replace the vital human-human connection we all need.  Further, negative ideations can be parroted back through chatbots in a negative feedback loop that reinforces experiences of psychosis, violent behavior, and suicide ideation. 
Institutional risks for the university:
1. 43B46BLegal and compliance issues
· 47BUsing AI with human‑subject data, medical information, or confidential datasets outside approved protocols can break federal rules or violate contracts.
· 48BThese violations can lead to fines, loss of grants, or restrictions on future research.
2. 49BCybersecurity and data‑privacy risks
· 50BEntering sensitive information into public AI tools or careless use of AI tools can cause data leaks (e.g., sensitive or proprietary data, student records, or confidential personal information) or expose the university to cybersecurity risks (e.g., ransomware, phishing or malware).
· 51BPoorly reviewed AI-generated code can introduce security vulnerabilities into research or instructional systems.
3. Research integrity and credibility
· 44BRetractions, investigations, and loss of public trust if AI misuse leads to fabricated data, flawed analyses, or unethical research practices.
· 45BDamage to the university’s reputation in national rankings, accreditation reviews, and peer institutions’ perceptions, and compromised collaborations if partners lose confidence in the university’s data governance or research rigor.
4. 52BEquity 
· 53BDiscriminatory outcomes can occur if AI is used in admissions, advising, hiring, or performance evaluation without bias mitigation, and open the institution up to liability if biased AI systems contribute to discriminatory practices.
5. 54BMisalignment with accreditation standards that increasingly require transparent and ethical AI governance.
Are faculty and students held to the same standards on AI usage?
· 55BYes, faculty, staff and students are expected to uphold the same standards of ethical and responsible AI use at CU Boulder.
· 56BAll AI use at CU Boulder must adhere to responsible and ethical principles, including privacy and data protection; security and safety; integrity, transparency, accuracy and accountability; fairness, access and inclusivity; and a sustainable, human-centered approach. 
Is AI output accurate?
· 57BAlways double-check AI output. AI tools can produce incorrect information and disinformation, made-up citations, or fabricated data. 
· 58BAI models (LLMs) are trained to respond affirmatively to a user and may support or validate inaccurate or biased prompts.
· 59BYou are responsible for the accuracy and appropriateness of anything you submit.
Does AI produce biased or discriminatory output?
· 267BAI tools are consistently shown to produce outputs that encode gender, racial, dialectal, and other biases.
· 268BRemember that AI reflects patterns in the data it was trained on, which can include biased or harmful assumptions. 
· 269BPrompts that include biased language will produce biased results - be thoughtful about how you frame your requests.
· 60BAlso be aware that dialectical prompt structures (e.g., African American English) can introduce covert bias.
· 61BCheck AI outputs for bias, stereotypes, or inequities.

Am I responsible if AI generates inaccurate information, plagiarizes existing work, or reproduces copyrighted content and I use it?
· 62BYes. You are responsible for the accuracy and appropriateness of anything you submit that involved AI.
· 63BYou should always review and edit AI-generated material carefully.
· 64BCheck facts, citations, and interpretations—AI can make things up, include biased or misleading information, plagiarize existing work, or reproduce copyrighted content.
· 65BTrack down real sources when citing research; don’t rely on AI generated‑ citations.
Can I rely of AI decisions?
· 66BNever rely on AI decisions. Make sure any AI assisted decisions can be explained and are overseen by a human. 
What does it mean to say AI can amplify personal traits and disguise them to look like best practices? What happens when AI consistently tells us we’re right? 
· 67BLLMs are trained to be cooperative, keep users engaged, and respond affirmatively and confidently to a user’s prompts. They don’t question underlying assumptions, but rather support them. This can lead to amplification of personal traits in students, faculty and administrators. (E.g., see this article.)
· 68BAI doesn’t just mirror an individual’s traits, it amplifies them and rationalizes them as: rigor, professionalism, efficiency, academic voice, or best practices by:
· 69BTaking a personal preference or habit (e.g., avoiding conflict)
· 70BMagnifying it (e.g., making the feedback even softer)
· 71BWrapping it in the language of authority (e.g., “best practices in peer review”)
· 72BProducing output that looks polished and sound, even when it’s not aligned with actual academic or administrative expectations.
· 73BFor example, 
· 74BA leader focused on oversight finds their instinct for close supervision validated and reframed as risk management. 
· 75BAn administrator focused on procedure will see a propensity for meticulous documentation legitimized as due diligence. 
· 76BA consensus-oriented chair receives language framing caution as inclusive decision-making. 
· 77BA detail-oriented professor finds exacting requirements reflected back as pedagogical rigor. 
· 78BA conflict‑avoidant student finds AI making their peer feedback even softer or vaguer and calling it professional tone.
· 79BA perfectionist finds AI adding extra complexity and calling it rigorous academic writing.
· 80BSomeone unsure about their ideas or unwilling to take a stance might find AI making them more generic and calling it balanced analysis or scholarly neutrality.
What is the difference between an AI model, agent, tool, and system?
· 81BThe difference lies in their scope, functionality, and level of integration.
· 82BAI Model (the ‘brain’): trained neural network or algorithm (like a Large Language Model, LLM) that processes data to recognize patterns and make predictions. It is passive and requires input to function. 
· 83BAI Agent (the ‘worker’): an autonomous system that uses AI models to pursue complex, multi-step goals, learning from its environment and acting independently. Example: A virtual personal assistant that reads email, checks calendars, and books flights.
· 84BAI Tool (the ‘instrument’): a specific software function or application (e.g., calculator, search engine, calculator, web browser) that an AI agent uses to interact with the world or perform calculations. Example: A plugin to search Google or execute Python code, or a chatbot that acts as an interface to a model.
· 85BAI System (the ‘framework’): complete package incorporating models, tools, data storage, and user interfaces that work together to accomplish tasks
· 
What is the difference between a private and a public AI model/tool?
· 330BA private AI model/tool keeps data used as an input to the tool within the organization or institution utilizing those models. 
· 86BA public AI model/tool utilizes data inputs by individual users to help train the model and to provide more comprehensive outputs to other users in the future.
· 87BTools that run on public platforms lack CU's required data privacy controls and contractual protections. 
· 88BEven if these tools seem secure, using them to process CU data may expose sensitive information to third parties, violating university policy and potentially state and federal law.
Do I have access to a private AI model/tool?
· 89BCU Boulder offers students, faculty, and staff secure access to several private AI tools designed for data privacy and academic use. 
· 90BThese platforms allow for protected, institutionally supported AI interaction with no data used to train public models. 
· 91BAccess requires logging in with university credentials (identikey).
How do I find and access private, university-approved AI models/tools?
· 92BFor access to: Apple Intelligence, Google Gemini, Google NotebookLM, Microsoft Copilot Chat, Microsoft 365 Copilot, and more, see the AI Tools List.
· 93BFor ChatGPT, see ChatGPT at CU Boulder.
What information (data) can be input into a public versus private AI tool?
· 94BPublic data is generally approved for use with campus-approved AI tools. To decide what data you can put into a public AI tools consider if the data is not appropriate for a webpage accessible to the public (because the data is private, sensitive, or protected – including information posted to a restricted social media group, or subject to FERPA restrictions), then it should NOT be entered into a public AI tool.
· 95BYou can use other GenAI options for general tasks like brainstorming, but not for anything involving CU data. These tools run on public platforms that lack CU's required data privacy controls and contractual protections.
· 96BDon’t put personal, sensitive, or confidential details into public AI tools. 
· 97BConfidential or highly confidential data is not allowed unless the tool has gone through CU’s ICT Review process.
· 270BOnly private models approved by the university are vetted for use with sensitive or protected data sets.
· 331BCurrently only Microsoft Copilot 365 or Copilot Chat - when logged in using CU credentials - are approved for use with confidential data (but NOT highly confidential data; e.g., Social Security numbers, health records or financial account details). These operate within CU’s protected environment and meet campus security compliance standards for public and confidential data, meaning data that’s entered stays protected under CU’s enterprise agreement.
· 271BUnless individual approval has been received, all other AI tools should only be used with public data.
What AI tools are approved for use with campus data?
· 98BCurrently, only Microsoft Copilot 365 or Copilot Chat - when logged in using CU credentials - are approved for use with CU data; that is, university-owned information such as documents, emails, spreadsheets and other content created or handled as part of your university role. This includes public and confidential data classifications.
· 99BImportant: This does not include highly confidential data, such as Social Security numbers, health records or financial account details. 
· 100BMicrosoft Copilot 365 and Copilot Chat operate within CU’s protected environment and meet campus security compliance standards for public and confidential data, meaning data that’s entered stays protected under CU’s enterprise agreement. 
· 101BUnless individual approval has been received, all other AI tools should only be used with public data. 
Why should I use a CU-approved tool?
· 102BPrivate models approved by the university meet CU's required data privacy controls and contractual protections. 
· 103BThese platforms allow for protected, institutionally supported AI interaction with no data used to train public models. 
· 104BAccess requires logging in with university credentials (identikey).
Can I only use CU-approved AI tools?
· 105BYou can use other GenAI options for general tasks like brainstorming, but not for anything involving student records, internal documents or confidential university information, commonly referred to as CU data.
· 106BFor anything involving CU data, use approved tools like Microsoft Copilot. Review CU System’s AI Resources page for more information on data classification and vetted tools.
· 107BFor campus users with needs to utilize specialized AI tools for research or work, there is a campus review process to receive conditional approval for use that uses a context-specific process weighing risk and data needs for approval.
What are the environmental impacts of AI?
· 272BAI has a significant and growing environmental footprint, primarily driven by the high energy and water consumption of data centers required for training and deploying large models. Key impacts include massive carbon emissions, substantial water usage for cooling, and increased electronic waste, straining both natural resources and energy grids. AI use will intensify greenhouse gas emissions, consume increasing amounts of energy, and require larger quantities of natural resources.
· 273BAI-powered tasks such as image and video generation, chat bot interactions, and AI-powered searches consume considerable energy and contribute to the need for more data centers in communities.
· 108BResearch suggests that:
· 274BA single generative AI text query consumes energy at four or five times the magnitude of a typical search engine request.
· 275BGenerating a single image using AI consumes the same amount of energy as charging a phone to full power.
· 276BTraining one large AI model consumes nearly five times the lifetime emissions of the average American car.
· 277BData centers—giant warehouses filled with endless rows of computer servers that are continuously working to complete tasks, used 4% of total U.S. electricity in 2023, and that number is expected to jump 7-12% in the next three years alone.  A large AI data center consumes as much water per day as 4200 people do.
How can I use AI in a way that lowers my environmental impact?
· 109BBecome AI-literate. 
· 110BIndividuals with higher AI literacy use AI tools less frequently but more effectively, treating them as targeted tools rather than primary creators. 
· 111BLess-literate users often use AI less effectively, leading to inefficient workflow.
· 112BOptimize usage habits:
· 113BBe mindful/intentional: Use AI only when necessary, rather than for every task.
· 114BAsk if AI is necessary for the task, as each query consumes energy. 
· 115BUse AI strategically - quality over quantity: generate fewer, higher-quality results rather than hundreds of iterations.
· 116BPrompt engineering: use shorter, more precise prompts to avoid unnecessary generation cycles and save energy.
· 117BTime it right: use intensive AI tools during off-peak hours, if possible, to reduce peak grid demand.
· 118BReduce over-reliance on AI. 
· 119BUse AI to assist rather than replace traditional research, which often has a lower carbon footprint. 
· 120BAI should enhance and complement, not replace, your own critical thinking.
· 121BDisable Auto-AI: turn off automatic AI features like Microsoft Copilot, Adobe AI assistants, or browser AI searches to prevent passive, high-energy usage.
What are common AI-powered scam tactics?
· 122BScammers are always looking for new ways to trick people, and generative artificial intelligence (AI) technology is giving them powerful new tools to do so at a larger scale than ever before. Since 2020, phishing and scam activity has increased 95%. Some common tactics scammers are using with the help of generative AI include:
· 123BVoice cloning: One alarming new scam uses AI to clone voices. Scammers need only a short clip of someone’s voice to create a convincing fake which they then use to impersonate a family member in distress, claiming they need money urgently.
· 124BDeepfakes: AI can create fake photos or videos that prey on your emotions and can look incredibly real. Scammers may use these to impersonate public figures or create fake charity appeals after disasters.
· 125BPhishing: AI is helping scammers create very convincing phishing emails and fake websites, which may appear to be from your bank, favorite shopping site, or a Help Desk.
· 126BSpear phishing: Scammers can use AI tools to analyze your online and social media presence to help them create highly personalized “spear phishing” attacks. They use your personal information for sophisticated social engineering, including romance scams.
How can I protect myself from AI-enabled scams, fake messages, impersonation, and deepfakes?
· 127BProtecting yourself from AI-enabled scams, deepfakes, and impersonation requires a mix of heightened skepticism, verification protocols, and tightened digital security. As AI technology allows scammers to clone voices in seconds and create realistic, emotionally manipulative content, the best defense is to slow down and verify any request for money or personal information.
· 128BRemain vigilant against scams by adopting a "pause and verify" habit: 
· 129Bnever click suspicious links; 
· 130Bhang up on urgent, unsolicited calls; and 
· 131Bindependently verify requests by contacting organizations directly. 
· 132BUse multi-factor authentication (MFA), create strong unique passwords, and update software to prevent fraud. 
· Key vigilance strategies include:
· 0BSlow down and think: Scammers create a false sense of urgency and pressure you to act immediately. Don’t let yourself get caught up in the scammer’s false sense of urgency. 
· 1BTake time to think critically.
· 2BAsk questions. Either to verify their identity or asking about a specific, private memory or a recent conversation.
· 3BVerify, verify, verify: Verify any request for money or personal information by contacting the company directly using a verified, official phone number or website - not the one that contacted you. 
· 4BInspect email addresses and phone numbers closely. Scammers often use addresses that look nearly identical to official. 
· 5BBe careful what you Do click or download: Avoid clicking links, opening attachments, or downloading software from unsolicited emails, texts, or social media messages. 
· 6BNever download an app an unverified caller tells you is for security, as it can give them access to your phone or computer.
· 7BBe careful what you share: Be cautious about what personal information you share online. Scammers can use personal details from your life as leverage points.
· 8BSet social media to private: Reduce your public digital footprint. Scammers scrape social media for videos and voice clips to train their AI models.
· 9BLimit voice recordings online: Avoid posting videos of yourself or family members with long, uninterrupted speech.
· 10BTrust your intuition: If something feels “off” or wrong, it probably is.
· Look for red flags: 
· Be wary if someone asks you to send money, gift cards, or cryptocurrency. 
· 11BLook for signs something has been AI-generated: strange phrasing, unusual background noises, audio glitches, strange facial or hand movements, unnatural blinking, misaligned mouth movements, blurry edges around the face/neck, inconsistent lighting and shadows, or unnatural speed changes.
· 12BBe prepared: Educate yourself and your family about scams. 
· 13BPick a code word that only your family knows to help confirm identities if you receive an unexpected call, text or email.
What can I do if I think I suspect an AI scam?
· 278BIf you have already sent money, contact your bank or credit union immediately to report the fraud.
· 279BChange your passwords for compromised accounts.
· 280BPlace fraud alerts on your credit files.
· 281BTell a trusted friend or family member for perspective.
· 282BErr on the side of caution, report it to OIT (security@colorado.edu). You can also report fraud to the Federal Trade Commission (FTC) at ReportFraud.ftc.gov.

How can I protect myself from AI-powered browser add-ons (including AI meeting summary tools)?
· 133BThis requires a proactive, ‘least-privilege’ approach, as these extensions often have access to all your web activity, including keystrokes and sensitive data, resulting in threats including data harvesting, "prompt poaching" (stealing AI chat history), and malicious updates to previously trustworthy extensions. 
· 134BAt a minimum, you should check what data they can access and only use trustworthy tools. 
· 135BSome recommendations, include:
· 136BBefore You Install Anything 
· 137BCheck what it wants access to:  if an extension asks to “read and change all your data on websites” for something simple like a note‑taking tool, that’s a red flag.
· 138BLook up who made it:  stick to extensions from real companies or developers with a clear online presence. If all you see is a random Gmail address, skip it.
· 139BDon’t trust “Featured” or “Verified” labels:  even legit extensions can later be sold or hacked.
· 140BRead the reviews carefully:  thousands of short, generic 5‑star reviews posted all at once usually mean something sketchy.
· 141BBasic Security Habits
· 142BKeep your extensions list short:  aim for 5–7 max. Fewer extensions = fewer ways for attackers to get in.
· 143BDelete anything you don’t use:  check your browser’s extensions page and remove tools you haven’t touched in a month.
· 144BUse a separate browser for sensitive stuff:  do banking, crypto, or work with confidential data in a browser with no extensions installed.
· 145BTurn on multi‑factor authentication (MFA) :  especially for email and banking. Even if someone steals your session cookies, MFA makes it much harder for them to log in.
· 146BStaying Safe(r) with AI Tools
· 147BDon’t paste sensitive info into AI chats:  assume anything you type into browser‑based AI tools is saved somewhere.
· 148BAvoid “all‑in‑one” AI extensions:  tools that promise free VPNs, unlimited AI access, or lots of features in one place often collect your data.
· 149BDouble‑check anything an AI assistant tells you:  especially links, phone numbers, or “customer support” info.
· 150BTurn off data‑training features:  if the AI tool lets you disable “model learning,” do it to reduce how much of your data gets stored.
· 151BSpotting Problems and Fixing Them
· 152BWatch for weird behavior:  new homepages, random ads, or getting logged out a lot can mean an extension is malicious.
· 153BRemove suspicious extensions right away: uninstall it, clear your cache and cookies, and change passwords for important accounts.
· 154BKnow the danger signs: extensions that want to “read and change all data,” “manage downloads,” or “communicate with cooperating websites” without a clear reason are risky.
How can I become more AI literate?
· 155BCheck resources on the Center for Teaching and Learning’s webpage.
· 156BA new AI Literacy Foundations course, developed through a cross-campus collaboration between the Office of Information Technology (OIT), the Center for Teaching and Learning (CTL), and other campus stakeholders, is now available and those who complete the course can receive a CU Boulder-issued digital recognition badge. 
Can I use AI in my classes?
· 157BUse AI to support your learning, not to complete assignments for you. AI should be used as a supportive tool, but should never replace the thinking, studying, writing, reading, or skill‑building your course requires. Relying on AI to do the thinking or work for you will lead to less learning making you not only less prepared for exams, but also future classes, internships and jobs.
· 283BCheck what’s allowed in each class. Every instructor decides the acceptable and unacceptable AI use policy for their course. Make sure you understand those expectations and follow them. 
· 158BIf your instructor does not communicate their expectations or you are uncertain about their AI use expectations, ask. 
· 159BHere are some questions you can ask to clarify an AI policy.
· 284BDon’t use AI to complete work you’re expected to do yourself or to get around course requirements. Unless otherwise authorized for a course, that includes: 
· 285BDon’t use an AI Agent to access or complete coursework.
· 286BDon’t run AI‑generated text through “humanizer” tools to hide AI use.
· 287BDon’t use AI translation tools in language courses to bypass the learning process.
· 288BDon’t generate essays, code, or assignments to avoid doing the research, critical thinking, or writing yourself.
· 289BDon’t use AI to answer coursework questions (e.g., assignment, quiz, exam) that you’re expected to answer, instead of learning the material yourself. 
· 290BDon’t fabricate data, sources, or citations for fraudulent or unethical purposes.
· 291BDon’t use AI to avoid participating in group work, or to do another member’s work.
· 292BDon’t use AI to avoid doing a peer review of other’s work.
· 293BDon’t use AI to automate discussion posts or peer‑interaction tasks you should do.
· 294BDon’t use AI to write about how you as a person feel about something.
· 295BAlways double-check AI output. AI tools can produce incorrect information, including  fabricated citations or data. 
· 296BAlways use AI ethically and responsibly.
· 297BAgree on AI use for groupwork. Develop and adhere to an agreement (following campus standards) as to how AI may, or may not, be used by group members.
What is considered unethical use of AI?
· 160BDiscriminatory use of AI.
· 161BDeceptive use of AI, including to create deepfakes (i.e., intentional misrepresentation of someone or something) is unethical.
· 162BUsing AI to complete work you’re expected to do yourself or to get around course requirements. Examples may include: 
· 163BUsing an AI Agent to access or complete coursework.
· 164BRunning AI‑generated text through “humanizer” tools to hide AI use.
· 165BUsing AI translation tools in language courses to bypass the learning process.
· 166BGenerating essays, code, or assignments without doing the research, critical thinking, or writing yourself.
· 167BUsing AI to answer coursework questions (e.g., assignment, quiz, exam) that you’re expected to answer, instead of learning the material yourself. 
· 168BUsing AI to ‘read’ or summarize papers or books you are assigned to read, or create reading summaries or reflections you are expected to write.
· 169BFabricating data, sources, or citations for fraudulent or unethical purposes.
· 170BUsing AI to avoid participating in group work, or to do another member’s work.
· 171BUsing AI to do peer review of other’s work.
· 172BAutomating discussion posts or peer interaction tasks.
· 173BFailure to disclose use of AI tools may be considered academic, scientific or scholarly misconduct, or a violation of others’ Intellectual Property (IP) rights.
· 174BUploading another person’s personal data, writing, code, project or other work into a public AI tool without their knowledge and consent.

Can I upload someone else’s work?
· 175BNever upload another person’s personal data, writing, code, project or other work into a public AI tool without their knowledge and consent.
· 176BDoing so may be considered academic, scientific or scholarly misconduct, or a violation of others’ Intellectual Property (IP) rights.
What use of AI is considered Academic Misconduct?
· 177BUnapproved AI use counts as academic misconduct. Using AI in ways your instructor hasn’t permitted may violate the Honor Code. (Please review AI and the Honor Code for more clarification). Examples may include: 
· 178BUsing an AI Agent to access or complete coursework.
· 179BRunning AI‑generated text through “humanizer” tools to hide AI use.
· 180BUsing AI translation tools in language courses to bypass the learning process.
· 181BGenerating essays, code, or assignments without doing the research, critical thinking, or writing yourself.
· 182BUsing AI to answer coursework questions (e.g., assignment, quiz, exam) that you’re expected to answer, instead of learning the material yourself. 
· 183BFabricating data, sources, or citations for fraudulent or unethical purposes.
· 184BUsing AI to avoid participating in group work, or to do another member’s work.
· 185BUsing AI to do peer review of other’s work.
· 186BAutomating discussion posts or peer‑interaction tasks.
· 187BUnethical use is academic misconduct. Using AI deceptively, including creating deepfakes (i.e., intentional misrepresentation of someone or something - including a person’s voice, face, or body – by using AI to generate or manipulate audiovisual content).
How do I disclose or cite AI use?
· 188BFollow relevant guidelines (e.g., syllabus guidelines for students, journal guidelines for researchers). For example, students can include a short statement such as:
· 298B“AI Use Disclosure: I used ChatGPT to help outline the structure of my essay and to rephrase two sentences for clarity. All ideas and arguments are my own.”
· 299B“AI Use Disclosure: GitHub Copilot generated the initial function definitions; I wrote the logic and comments.”
· 189BSome examples of how to acknowledge or disclose AI use.
Do all courses have the same policy?
· 300BNo. There is not a single AI use policy. Every instructor decides the AI use policy for their course. Make sure you understand those expectations and follow them. If your instructor does not communicate their expectations or you are uncertain about their AI use expectations, ask. (Some questions you can ask to clarify an AI policy.)
What impact can AI have on my learning, emotional intelligence or mental health?
· 190BCognitive Offloading:
· 191BNo matter our role, be it faculty, staff or student, learning a skill requires we experience some degree of difficulty to attain and integrate the skill. Not so much difficulty that progress is blocked, but enough to require productive struggle, or “desirable difficulty” (see Bjork, 1994). 
· 192BUtilizing AI can sometimes speed acquisition of a skill by helping a person get unstuck on a problem. However, it is the process of working through difficult problems (often, slowly) that can help with long-term retention of a skill and make it more likely to be able to apply the skill in a future context. 
· 193BWhile AI can provide a resource for completing work more efficiently, it can also prevent us from engaging in deliberate practice and doing the hard work of learning and growth that can result in deep satisfaction and lifelong flourishing. 
· 194BMemory Consolidation (Learning)
· 195BUse of generative AI has also been shown to disrupt the memory consolidation process and ability to learn. 
· 196BRelying on AI to do the thinking for you will lead to less learning, making you not only less prepared for exams, but also future classes, internships, and jobs.
· 197BAmplify personal traits:
· 198BAI may amplify personal traits (e.g., detail-oriented, conflict- or risk-avoidant, procrastination, overconfidence, people-pleasing) by disguise them as best practices. See section above: ‘What does it mean to say AI can amplify personal traits and disguise them to look like best practices?’.
· 199BAI sycophancy (flattery) can lead to AI hallucinations and user convictions of being right, leading to rudeness and lack of consideration for others’ views
· 200BBecause AI tools are built to agree with you and follow your lead, they often treat whatever you ask as important, correct, and worth repeating - even when it isn’t - which may reinforce ideas even if they’re off-base and may amplify biases, personal traits or negative ideations (e.g., reinforce experiences of psychosis, violent behavior, and suicide ideation), and lead to rudeness in social interactions and skewed views of trustworthiness. Even people skeptical of AI can become influenced by AI tools’ flattery.
· 201BAI Hallucinations (convincing falsehoods or inaccuracies)
· 202BBecause some AI tools are designed to be sycophantic (people-pleasing), they can ignore errors in a user’s prompt and go on to hallucinate (make up) support for it, including fabricated citations, fake news, distorted facts, or inaccurate code. AI tools can also provide medically illogical advice (e.g., convincing people to change or stop medications) or misdiagnoses.
· 203BAI sycophancy (flattery) can lead to convictions of being right, lack of consideration for others’ views, and rudeness 
· 204BReceiving excessive approval and highly flattering feedback from AI tools can make users more certain of their own correctness during social interactions with people, more likely to be rude to those with different views, and less likely to apologize. 
· 205BPeople also tend to view AI tools that agree with them as more trustworthy than tools that took a tougher stance or were less flattering. This can lead to delusional spiralling, in which users become more and more confident in outlandish ideas.
· 206BEmotional Attachment: 
· 207BFor millions of people, AI is rapidly becoming a stand-in for human-human connection. According to a recent Harvard Business Review report, therapy and companionship is now a common use for AI across the globe. 
· 208BPeople seeking support and connection, including college-age learners, are sharing their most intimate thoughts, struggles, and dreams with generative AI products – most of which are proprietary, unsecured, and monetized. In other words, the companies powering these AI products are collecting emotional data that can be used to generate revenue. Not only are AI companies making money from emotional dependence, but this dependence can replace the vital human to human connection that we all need. 
· 209BImportantly, the attachment that grows between a person seeking support through an AI product can be deadly, as negative ideations are parroted back through chatbots in a negative feedback loop that can reinforce experiences of psychosis, violent behavior, and suicide ideation. Chillingly, there are documented cases of widely used AI platforms, such as ChatGPT, coaching young people into taking their own lives rather than connecting them to a potentially lifesaving suicide prevention hotline.
· 210BIf you think you could benefit from counseling, connect with CU’s Counseling and Psychiatric Services (CAPS) which is free to students. Don’t rely on AI as your main or only source of mental health support.
Can I, or do I need to, use AI in my teaching?
· 211BInstructors have complete discretion in establishing acceptable use of AI in their courses, as long as that use complies with existing university policies.
· 212BFaculty should include clear AI use policies in syllabi and discuss them with students.
· 213BAlign the AI policy with the pedagogical goals of your course.
· 214BExplain acceptable and unacceptable uses of AI in the course at a task-specific level (e.g., proofing, ideation, coding, data visualization).
· 215BSome recommended language for syllabus statements.
· 216BSome examples of questions to consider when creating a policy.
· 217BIf you require AI use in your course, consider providing alternatives for students who do not want to use AI (e.g., for ethical reasons).
· 218BSyllabi should specify any required forms of disclosure or citation for AI use, along with examples of appropriate acknowledgments. 
· 219BSome examples of how to acknowledge or disclose AI use.
· 220BProvide rationale for why AI is allowed or restricted, such as its impact on learning, assessment integrity, or sustainability. Explanation helps students understand the pedagogical intent behind the policy.
· 221BUnapproved AI use constitutes academic misconduct. Instructors are encouraged to discuss concerns about potential misuse with students to understand their process before initiating a formal Honor Code case.
· 301BHuman oversight should remain central; AI should support, not replace, the instructor’s role in teaching, course-material creation, feedback, and evaluation. 
· 302BInstructors should also disclose any use of AI in grading, feedback, or course material creation ‑ so students understand how these tools are being integrated.
What information should I include in my syllabus?
· 222BEvery instructor should set their own rules for AI use and include clear AI use policies in syllabi.
· 303BAlign AI use policy with the pedagogical goals of your course.
· 304BSome recommended language for syllabus statements.
· 305BSome examples of questions to consider when creating a policy.
· 306BExplain acceptable and unacceptable uses of AI in the course at a task-specific level (e.g., proofing, ideation, coding, data visualization). Some specific tasks to consider for syllabus policies:
· 307BEditing, proofing
· 308BDrafting, revising, outlining
· 309BIdeation, brainstorming, planning
· 310BStudy support (self-quizzing, synthesis)
· 311BCoding, technical work
· 312BReasoning, problem-solving
· 313BIdentifying research topics and sources, exploring perspectives
· 314BOnline or take-home assignments/assessments
· 315BProvide rationale for why AI is allowed or restricted—such as its impact on learning, assessment, integrity, or sustainability—helps students understand the pedagogical intent behind the policy.
· 316BIf AI use is banned or restricted in a course, why does using AI undermine the learning objectives, etc.?
· 317BIf AI use is encouraged in this course, what is it you hope students will learn by using it?
· 318BIf you require AI use in your course, consider providing alternatives for students who do not want to use AI (e.g., for ethical reasons).
· 319BIf it is not possible to provide an alternative, be clear in the course description that students will be required to use AI in the course.
· 320BSyllabi should specify any required forms of disclosure or citation for AI use, along with examples of appropriate acknowledgments. 
· 321BSome examples of how to acknowledge or disclose AI use.
What are some best practices relating to AI course policies?
· 223BInclude both task-specific level AI use policies, as well as rationale for the usage policy. 
· 224BExplain acceptable and unacceptable uses of AI in the course at a task-specific level (e.g., proofing, ideation, coding, data visualization).
· 225BSome recommended language for syllabus statements.
· 226BSome examples of questions to consider when creating a policy.
· 322BProvide rationale for why AI is allowed or restricted, such as its impact on learning, assessment integrity, or sustainability. Explanation helps students understand the pedagogical intent behind the policy. (E.g., how would it undermine the learning objectives, or what do you hope students will learn by using it.)
· 227BDiscuss your AI policies with students.
· 228BCommunicate expectations for disclosure and/or attribution.
· 229BSyllabi should specify any required forms of disclosure or citation for AI use, along with examples of appropriate acknowledgments. 
· 230BSome examples of how to acknowledge or disclose AI use.
· 231BInclude your policy in multiple places (e.g., syllabus, Canvas, announcements, etc.).
· 232BRevisit your policy throughout the semester with students. Most are tracking different use policies across multiple courses which can increase their overall cognitive load 
· 233BModel good behavior. 
· 234BIf you have an AI disclosure policy, you can disclose to students when you use AI for tasks related to the course.
· 235BIf you require AI use in your course, consider providing alternatives for students who do not want to use AI (e.g., for ethical, climate, environmental, learning, or labor reasons). 
· 236BIf it is not possible to provide an alternative, be clear in the course description that students will be required to use AI in the course.
· 237BIntegrate conversations on the ethics of using AI, either specific to your disciplinary context (e.g., scientific publishing, copyright, legal professions, film-making, climate action) or more general case studies to deepen student understanding of the value of ethical conduct. 
· 238BConsider adding AI Literacy assignments in the first few weeks of your course to help set the level and show students how these tools can/can't fit into your course while also highlighting some of the shortcomings of these tools.
· 239BDiscuss any concerns about potential misuse with students to understand their process before initiating a formal Honor Code case.
· 240BNote: CU Boulder does not currently support AI-detection tools due to concerns about accuracy and privacy. AI detection tools should be used with caution and not as the sole basis for determining‑ whether AI was used.

Can I use an AI detector? Should I disclose if I do?
· 241BCU Boulder does not currently support any AI-detection tools due to concerns about accuracy and privacy. AI detectors are neither accurate nor reliable, producing a high number of false positives and false negatives. 
· 242BAI detection tools should be used with caution and not as the sole basis for determining whether AI was used.
· 243BInstructors should disclose the use of AI detection tools to maintain trust, ensure transparency, and uphold academic fairness, as these tools often produce false positives, particularly for non-native English speakers. Disclosure allows for ethical, informed student use, helps avoid unjust accusations, and promotes an open dialogue regarding AI limitations and potential biases.
· 244BInstructors are also encouraged to discuss concerns about potential misuse with students to understand their process before initiating a formal Honor Code case. 
Can I use AI in my research?
· 245BYes. However, all AI use at CU Boulder must adhere to responsible and ethical principles, including privacy and data protection; security and safety; integrity, transparency, accuracy and accountability; fairness, access and inclusivity; and a sustainable, human-centered approach.
· 246BAI use should support, not replace, the researcher’s judgment, and human oversight must be maintained throughout the research process.
· 247BResearchers should also document how AI tools are used in research to ensure transparency, reproducibility, and compliance with university and sponsor requirements.
· 323BFor campus users with needs to utilize specialized AI tools for research or work, there is a campus review process to receive conditional approval for use that uses a context-specific process weighing risk and data needs for approval. 
Maintain transparency
· 248BAI can be reasonably used in various support tasks within the research context, including
249Bmanuscript formatting, improving grammar and clarity, managing references, conducting literature searches, and creating visualizations. 
· 250BDisclose when AI tools have contributed ideas, writing, brainstorming, drafting, or any form of analysis to research (e.g., generates analytical outputs such as data analyses and write-ups, or generates a synthesis or conceptual framing of published work), specifying at a minimum: the name of the tool(s), as well as the purpose and nature of the use. 
. 251BCore scholarly and research contributions – including, but not limited to, conceptualizing research questions and projects, interpreting data, and drawing conclusions – are expected to remain under the full direction and responsibility of all members of a research team.
· 252BCheck publisher and sponsor/funder policies to ensure compliance with relevant policies; many require documentation of AI use and how it was used in proposals, peer review, research, etc. For example,
. 253BThe National Science Foundation requires disclosure of AI use in proposals,
. 254BThe National Institutes of Health prohibit AI use in peer review, and
. 255BThe Department of Defense requires detailed documentation of AI-generated content according to its Responsible AI (RAI) principles.
. 256BFailure to disclose the use of AI tools may be considered academic, scientific or scholarly misconduct, or a violation of others’ Intellectual Property (IP) rights. 
· 257BWhen relevant to the integrity or reproducibility of the work, document AI use with enough detail another researcher can understand and reproduce results. 
. 258BThis is discipline-specific, but can include recording the specific tools, prompts, and model versions used in any stage of the research process—particularly when AI assists with data analysis, literature synthesis, coding, or drafting (including using version-control practices) - so another researcher could replicate the AI‑assisted steps.
Safeguard against false results
· 324BReview and verify AI-generated information. 
· 259BCheck facts, citations, and interpretations—AI can get things wrong, include biased or misleading information, plagiarize work, or reproduce copyrighted content.
· 325BTrack down sources when citing research; don’t rely on AI‑generated citations. Never cite a source you have not read yourself.
· 260BAI‑generated insights, summaries, classifications, or analyses should be validated against primary sources. 
· 261BSummaries of interviews, transcriptions, translations, or qualitative data produced by AI should be checked against original transcripts.
Maintain human oversight
· 262BAI should support, not replace, the researcher’s judgment. Human oversight must be maintained throughout the research process.
Avoid research misconduct
· 326BFederal policy recognizes three primary forms of research misconduct: plagiarism, fabrication, and falsification.
· 327BAI should never be used to fabricate data, citations, or results for fraudulent or unethical purposes.
Comply with research policies and data governance
· 328BAll AI use in research must comply with IRB protocols, data use agreements, sponsor requirements, and CU Boulder data‑governance standards. 
· 263BAI tools may not be used to process identifiable and private, or sensitive data unless explicitly approved by the IRB and OIT. For regulated, proprietary, or human‑subject data, only OIT‑approved tools may be used.
Ensure reproducibility (when relevant)
· 264BWhen relevant to the integrity or reproducibility of the work, AIassisted steps should be documented with enough detail another researcher can understand and reproduce them, including noting model versions (e.g., GPT-4.1, or GPT‑4.1-2025-04-14, as appropriate).
What if I have questions about intellectual property and AI-related discoveries? 
· 329BCU Boulder Venture Partners facilitates the protection and commercialization of AI-related discoveries made by faculty, students, and staff.



